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Abstract

This project introduces a novel application that combines
augmented reality and computer vision to teach users how to
cook. The application is run on a Microsoft HoloLens, an
augmented reality headset that can display holograms in the
user’s field of view. Initially, the application, using a neural
network for image recognition, detects food items in the user’s
kitchen and suggests potential recipes based off those
ingredients. After the user selects a recipe, the application will
begin displaying instructions. Each recipe has a linear set of
instructions and each instruction is supplemented by animated
holograms. The holograms demonstrate to the user how to
cook in the real word, allowing them to easily follow along. The
user navigates through the instructions of a recipe using voice
commands while cooking their ideal meal.

Goals and Motivations

Objectives
• Provide an interactive tool implemented in augmented 

reality to assist users with everyday tasks such as cooking
• Use computer vision techniques and a convolutional neural 

network to classify several classes of food.
• Develop an application in Microsoft HoloLens that presents 

3D models in augmented reality
Motivations
• Explore the potential usages of augmented reality
• Utilize machine learning techniques for image classification 

applications

Neural Network Architecture

Results

Computer Vision Methods

Figure 1: System Interaction Diagram

Figure 2: Application User Flow

Figure 3: Floating 
main menu for the 
application

Figure 7: 
Demonstration of 
the selective search 
bounding box 
algorithm

Figure 8: Fine-Tuned Neural Network Confusion Matrix

• Diagonal highlights intra-class accuracy
• Yellow highlights confusion. 
• Overall the confusion matrix helps us focus on areas where 

our dataset and algorithm can be improved.
• Overall average from fine tuning results calculated using 

pictures correct over total pictures was around 95%.
• However, normalized average accuracy around 61%
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Application Methods

Instructional Object Placement: The core feature of
our application is using 3D models to show the user
what they should be doing in the current step.
Relative Object Placement: The user selects
appliances before beginning a recipe so the
application is able to place 3D models in the correct
relative positions in space.

Data Storage: Firebase was integrated as a cloud
database for our application. The database is used
to store recipes, instructions, and available food.
Networking: The HoloLens sends POST requests to
the server and receives JSON in response.

Floating Menu and Instructions: All the menus and
text in the application are body-locked, meaning that
they only move when they leave the user’s view. This
keeps the menus and text from appearing shaky while
making sure that they remain in the user’s view. [1]
Video Planes: 2-D planes that display videos are
shown if the user needs additional help
understanding a recipe.

Challenges

Computer Vision
• Aggregating a custom dataset with thousands of images 

with enough diversity to address most practical recognition 
tasks.

• Using dropout and regularization through trial and error to 
avoid over-fitting our top-level classifier.

• Integrating python code with server and HoloLens 
environment. 

Application
• Developing for new hardware that has little documentation.
• Reducing shakiness in text and menus.
• Storing and displaying the recipe instructions, and 

holograms associated with a recipe.
• Placing models in the correct position to align with real-

world objects using relative positioning.
• Sending network requests from the HoloLens.
• Creating a hologram that can play instructional videos.

Convolutional Neural Network (CNN’s): To achieve
robust object recognition a pre-trained neural
network, the VGG16 network, is utilized as a base
model and fine-tuned for improved accuracy. VGG16
is initially a 16 layer neural network, with 4 layers
added on during the training process. [2]

Training: Bottlenecking is used to reduce the number
of classes to the ones needed for classification. In
order to train the neural network, a dataset has to be
constructed. Image processing techniques were used
to add variation to the data set. Fine tuning slowly
adjusts the weights of the last layer using gradient
descent.

Identifying Multiple Objects: The Selective Search
algorithm was used to locate multiple objects within a
single image. [3]

Server: Developed a simple RESTful server with Flask
to complete image recognition and processing.

Figure 4: A Video Plane 
can be brought up for 
additional help with an 
instruction

User Input: The HoloLens supports both gesture and
voice recognition as inputs. Voice commands were
chosen as our primary method of input since they are
easier to use while in the middle of cooking.

VGG 16 Base Model Top Level Classifier

The last four layers are 
the top level classifier. 
The last layer (loss-
layer) is a dense layer 
with softmax
activation. In the 
training process only 
this top-level classifier 
was re-trained to 
recognize the 23 
different classes. 
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Figure 5: 3D model of a 
“chopping” instruction

Figure 6: Selecting a cutting 
board using cursor for 
relative object placement


